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2

EARLY YEARS (1924 - 1950)

Introduction

This document contains a short biography of John Warner Backus, one of the most influential
computer scientists of the 20th century. He co-invented the programming languages Speedcoding, FORTRAN, ALGOL, FP, and FL and helped create the Backus-Naur form (BNF)
to formally specify the syntax of programming languages. For his work on FORTRAN and
BNF, he received the ACM Turing award in 1977, the most prestigious prize in computer
science.
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Early years (1924 - 1950)

John Warner Backus was born on 3 December 1924 in Philadelphia, Pennsylvania, USA. His
father was a rich stock broker, and hence John Backus attended the prestigious high school
in Pottstown, Pennsylvania. But he didn’t like school at all; in his own words [SL95, p.6]:
I flunked out every year. I never studied. I hated studying. I was just goofing
around. It had the delightful consequence that every year I went to summer school
in New Hampshire where I spent the summer sailing and having a nice time.
Nevertheless, he graduated successfully after some delay. After high school he attended the
University of Virginia to study chemistry, which was what his father, a chemist by training
himself, wanted him to do. He, however, didn’t like it at all: he was interested in the theory,
but not in the lab work. He didn’t attend most of his classes, and was therefore forced to
quit his study within a year, after which he joined the army in 1943.
Initially he was training to become a soldier, but aptitude tests revealed that he had promise
as an engineer and medic. This enabled him first to visit the pre-engineering program at the
university of Pittsburgh, and then to study medicine at the Haverford College and work at
the Atlantic City hospital. There, he was diagnosed with a tumor in his head. The tumor was
removed successfully, but a metal plate had to be inserted into his head. The plate didn’t fit,
and he would later design an improved plate himself. After that he attended another medical
school for a while, but didn’t like it; in his own words [SL95, p.7]:
I hated it. They don’t like thinking in medical school. They memorize - that’s all
they want you to do. You must not think.
He decided to quit the medical field altogether and moved to New York, but didn’t know
what to do with his life. Because he liked music, he wanted a good hi-fi system, but couldn’t
find one, so he decided to build one himself. Not knowing how to do this, he went to a radio
technician’s school. There he did some calculations for one of the teachers, and liked the
mathematics behind it. This led him to take some math courses at Columbia University.
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PROGRAMMING THE IBM SSEC (1950 - 1952)

Programming the IBM SSEC (1950 - 1952)

In 1949, while he had almost finished the Bachelor program, but still had no idea what to do
next, he visited the IBM computer center on Madison Avenue, New York. The guide that
showed him one of the first electronic computers, the Selective Sequence Electronic Calculator
or SSEC, insisted that he should talk to the director about a job. He did, and was hired. His
work at IBM started in September 1950.
The first job Backus got was to program for the IBM Selective Sequence Electronic Calculator
(SSEC). It was a one of its kind computer designed and built by IBM from 1946 to 1948 to
perform scientific calculations [dCc]. The design was partly electro-mechanical (it contained
21,400 relays) and partly electronic (it contained 12,500 vacuum tubes) and was housed in 60
meters of cabinet placed in a U-shape along the wall (see figure 1).

Figure 1: The IBM SSEC, a one of its kind scientific computer.
The SSEC’s arithmetic unit could perform a 14x14 bit multiplication in about 67 msec, a
division in 33 msec, and an addition or subtraction in 0.3 msec. Its memory consisted of
vacuum tubes (fast) and relays (slow). Punch cards and paper tapes could be used for input
and output. Furthermore, it contained a printer and a control terminal.
Programming was done by creating punch cards or punch tapes that held the binary representation of the program that the computer would understand. Because the SSEC was not a
stored program computer, the programs would run directly from the tape or card. In [Bac80,
p.126] Backus explains that in order to repeat a program on a punch tape over and over
again, the tape had to be glued into a loop. At one time, a program behaved strangely: it
would alternate between the correct behavior and incorrect behavior. It turned out the tape
was glued in a Möbius strip.
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The machine was used to perform scientific computations. For example, it was used for nuclear
physics, including calculations on the first American hydrogen bomb. A major project Backus
did on the machine was computing lunar orbit tables. These tables would later be used for
the Apollo project.

4

Speedcoding (1952 - 1953)

The successor of the IBM SSEC was the IBM 701, code named the “Defense Calculator”
[dCb]. It was the first large scale commercial electronic computer designed and built by IBM.
It was conceived to help the United States in its war effort in Korea at the time, hence its
name “Defense Calculator”. Eventually 19 IBM 701 machines were built, which were shipped
to universities, research labs, and large companies.
The machine was IBM’s first fully electronic, stored program computer. It contained a CPU
that could perform a 36x36 bit fixed point multiplication or division in 456 microseconds and
an addition or subtraction in 60 microseconds. The memory consisted of 72 Williams tubes
with a combined capacity of 2048 words of 36 bits each. For long term storage and I/O it had
a magnetic drum, magnetic tape readers & recorders, card readers & punchers, and a printer
(see figure 2).

Figure 2: The IBM 701, the first large scale commercial computer
The SSEC for which Backus programmed was replaced by the first IBM 701, which was a lot
smaller and more powerful. However, as the SSEC, the 701 only supported integer arithmetic,
while most problems Backus was faced with were scientific calculations that required an extra
“scaling factor” (invented by the mathematician John von Neumann). The number together
with its scaling factor would now be called a floating point number.

5
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FORTRAN (1953 - 1958)

To make writing scientific computation programs faster and less error prone, and thus cheaper,
Backus invented the Speedcoding system [Bac54]. This system implemented an interpreter
for a simple floating point numbering system that programs could use. “Using” meant putting
the card deck that contained the system in front of the card deck containing the program
itself, which consisted of instructions that could be interpreted by the interpreter. Curiously,
the system also contained error checking mechanisms, which were needed because the SSEC
machines were very unreliable compared to today’s standards.

5
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5.1

The situation in 1953

In 1953 it was generally known how to build a computer as we know it today (viz. the
von Neumann architecture). The systems contained a CPU, a memory containing both data
and programs, and various I/O devices for long term storage and communication with the
environment. Programming these devices was done by loading machine code from some long
term storage medium, such as punch cards or magnetic tapes, into main memory.
Most machine code was written manually or with the help of a primitive assembler. There
existed some “automatic programming” systems though, that usually tried to work around
machine limitations by providing an interpreter for a virtual machine that did have the desired
features. Backus’s own Speedcoding was an example of such a system. The A-2 system of
Grace Murray Hopper was similar, except that the program was compiled into machine code
rather than being interpreted. Both approaches were slow, because most of the time was
spend in simulating floating point operations [Bac78b, p.165].
On the theoretical side, there were some promising results. Some researchers described what
we would now call high level programming languages. Some were even accompanied by a
description of a compiler for the language, but they all lacked a working compiler for a
real computer. Knuth and Trabb Pardo mention the following languages in their survey
[DK80] that fall into this class: Plankalkül (by Zuse), Flow Diagrams (by Goldstine and von
Neumann), Composition (by Curry), Intermediate PL (by Burks), Klammerausdrücke (by
Rutishauser), and Formules (by Böhm).
There also existed some experimental “high level” programming languages that did have
a working compiler. These languages were usually not very expressive and were machine
dependent. Furthermore, the compiler didn’t produce very efficient machine code. Knuth and
Trabb Pardo mention the following systems in their survey [DK80] that fall into this class:
Short Code (by Mauchly), A-2 (by Hopper), and Algebraic Interpreter (by Laning and Zierler).
Because these systems generally produced inefficient machine code, programmers were very
skeptical about them. This belief was reinforced by the experience of the programmers that
writing programs for the machines by hand was difficult enough in itself.

6
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The IBM 704

The successor of the IBM 701 was the IBM 704 (see figure 3). People within IBM were asked
to come up with ideas with improvements over the IBM 701. Although most designers were
concerned with hooking up more drum storage, Backus pushed for the inclusion of hardware
floating point and indexation support because Speedcoding was quite a success for the IBM
701. Initially, Gene Amdahl, the 704’s main designer, was unconvinced, so Backus decided
to design the floating point hardware himself. He presented his design to the 704 designers,
and although his design was very clumsy, he convinced the hardware designers that hardware
floating point should be part of the 704.
Next to a CPU that supported floating point and indexation, the system contained a magnetic
core memory instead of the slower Williams tubes. The CPU was about twice as fast as its
predecessor, although the floating point operations were slower than fixed point operations.
Other components were similar to the IBM 701: magnetic drums, magnetic tapes and cards
for long term storage; a printer for output, and operating terminal to control the machine
[dCa].

Figure 3: The IBM 704, a machine that supported floating point and indexation in hardware.
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The case for a more effective programming system

Because the IBM 704 would implement the main features of the automatic programming
systems directly in hardware, it removed the need for them. This also had the effect that
efficiency of the programs became more important, because the floating point interpreter
was no longer the bottleneck. This led Backus to believe that a new automatic programming
system would only be accepted if it was able to generate programs that were almost as efficient
as handwritten ones.
For Backus, economics were the main motivation for designing a more powerful “automatic
programming” system: he recognized that the cost of designing the software was already
becoming higher than purchasing the hardware, and that this difference would only increase
as computers became faster and cheaper, while programs would become larger [Bac78b, p.166].
In December 1953, he therefore proposed to design such a system for the upcoming IBM 704
computer to IBM manager Cuthbert Hurd. It was approved and IBM would support Backus
and his group for the coming years, without asking any questions, even though John von
Neumann, then a consultant to IBM, had advised against it [SL95, p.11].

5.4

The proposed language

After approval, a team of experienced programmers and young mathematicians was assembled by Backus, called the “Programming Research Group”, of which he would become the
manager. Backus and his group were remarkably unaware of most of the theoretical results
mentioned above, but they did know about the work of Rutishauser, about the A-2 system,
and about the algebraic system of Laning and Zieler [Bac78b, p.165-167]. Because several
people had already come up with these new languages, they thought the design of the translation program was the real challenge; not designing the language itself [Bac78b, p.167]. He
turned out to be right.
They started by describing the language, and within a year, in November 1954, they presented
the preliminary report Specifications for The IBM Mathematical FORmula - TRANslating
System FORTRAN [B+ 54], that described the language they had devised. The first section
of the report was very prophetic, but at times also over-optimistic; an excerpt [B+ 54, p.2]:
Since FORTRAN should virtually eliminate coding and debugging, it should be
possible to solve problems for less than half the cost that would be required without such a system. Furthermore, since it will be possible to devote nearly all
usable machine time to problem solution instead of only half the usable machine
time, the output of a given machine should be almost doubled. Also, of course, the
total elapsed time for the solution of a problem should be a small fraction of the
time required without FORTRAN since the time required for coding and debugging is usually more than 3/4 the total elapsed time. Not only does FORTRAN
greatly reduce the initial investment in producing a program, but it will reduce
even more the cost of reprogramming problems for future IBM calculators, since
each such calculator should have a system similar to FORTRAN accompanying it
which could translate the statement of the problem in a language very much like
FORTRAN to its own code.
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The report specified a programming language which operated on two data types: fixed point
numbers (integers) and floating point numbers, both of finite size. The syntax of literals and
variables was defined for both types. Variables could be at most 2 characters long, of which
the first character defined the variable’s type: “i” through “n” defined an integer variable,
while all other alphanumeric characters defined a floating point variable.
The two elementary data types could be combined to form expressions using the elementary
operators and functions defined by mathematics. The precedence rules were specified as being
the same as in mathematics, and parentheses could be used to override them. For example:
0.5*X**2 + 10*(X-1) + 22
User defined expression abstraction (i.e. function definitions) was not defined yet; all operators
and functions were predefined. However, both data types could be subscripted to form integer
indexed 1, 2, or 3 dimensional arrays.
The most important part of the language were the statements. First there were assignment
statements (called “arithmetic formulas” in the report), which assigned the value of an expression to a variable. Second there were the conditional and iterative execution. The conditional
execution statement IF was very limited: only some simple number comparing expressions
were allowed in its guard. Furthermore, statement numbers had to be given to specify what
needed to be done when the guard was true or false. For example:
10
11
12

IF I > 0 12,11
I = -I
J = J + I

More or less the same was true for the iterative execution statement DO. The first and last
statement of the loop needed to be given, as well as the first statement to be executed after
termination of the loop. The iteration was controlled by a variable that started out at a
specified value, and was then successively increased by a given step, until a final value was
reached. This strongly resembles the semantics of the modern day for statement in languages
such as Pascal. For example:
10
11
12
13

DO 11,12,13 J=1,10,1
C = C + A(J)
D = D + B(J)
E = C / D

The last major statement was the unconditional jump, GO TO. Other statements were STOP to
indicate that a program should stop executing, a relabeling statement to change the meaning
of subscripts into arrays, and various read and write statements to perform I/O. No statement
abstraction mechanism (i.e. procedure definition) was specified yet.
The language also contained so called “sentences” to instruct or help the compiler with code
generation. There were sentences for defining the dimensions of arrays (which were required
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for every array in the program), defining overlapping of variable storage, defining estimated
statement execution frequency, and defining variables that change their value very infrequently
(so called “relative constants”).
The following complete program reads the arrays A and B from a punch card, then computes
the inner product C of A and B, and writes this value to another punch card.
DIMENSION A(10)
DIMENSION B(10)
READ A, B
C = 0
DO 10,10,11 I = 1,10,1
C = C + A(I) * B(I)
PUNCH C
STOP

10
11

Furthermore, the preliminary report contained a number of proposed extensions that could
be included in future versions. Notable ones are: formatted I/O, function definitions, double precision and complex arithmetic, matrix arithmetic, and various other mathematical
constructs.

5.5

The compiler

Now that the language specification was complete, work on the compiler (then called “translator”) started. Before writing the compiler, they had already worked out schematically what
the constructs presented in the preliminary report would translate to. Even though the team
increased in numbers over time, it took them more than two years to complete the first FORTRAN compiler. Because of implementation constraints and omissions in the preliminary
report, the language specification changed quite a bit during the course of implementing the
compiler.
The compiler was initially split into two sequential phases, called section 1 and section 2,
that would each compile some parts of the program into machine code. Supporting input,
output and assembly programs had to be written as well. While developing the compiler, it
turned out 6 sections were necessary to implement it. The compiler sections were assigned to
different subgroups within the programming research group, that would implement them on
their own as they saw fit. The compiler worked as follows (for a more detailed description,
see [B+ 57]):
• Section 1 of the compiler read the input program and compiled the expressions (except
the subscripted variables) and assignment statements contained in it, and stored the
result in a file. I/O statements were partially compiled: simple statements could be
compiled completely, while more complex statements were expanded to FORTRAN
code. The remaining statements plus the expanded I/O statements were then filed in a
table for processing in section 2 of the compiler.
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• Section 2 of the compiler initially would translate all untranslated parts of the program
(stored in a table by section 1) and store the result in a file. The main problem this
section faced was compiling loops and array indexation into efficient machine code. If
a complex formula was used to index an array, this section tried to do an increment
of the previous indexation value, instead of computing the new index from scratch.
The next problem was that the IBM 704 had only 3 indexation registers. Backus
proposed to translate programs to a virtual IBM 704 machine that had an infinite
number of indexation registers, and let three new sections (section 3, 4 and 5) take care
of indexation register allocation.
• Section 3 was created to merge the compiled program fragments outputted by section
1 and 2, into one compiled program for the virtual IBM 704. If at most three array
indexations were used, this program would be the final program, and the next two
sections could be skipped. This fact allowed Roy Nutt, one of the FORTRAN developers,
to start working with this subsystem in the summer of 1956 at United Aircraft until
the final system became available in 1957.
• Section 4 performed a statistical analysis of the program. This meant splitting the
program into branch-less components, and performing a sequence of Monte Carlo experiments to determine how often each component was executed. These tests were
guided by the frequency statements in the code where possible. In effect, it performed
a primitive type of profiling.
• Section 5 used the information generated by section 4 to allocate indexation variables
to indexation registers. This scheme worked very well, and produced an empirically
optimal result.
• Section 6, the last section generated either a relocatable binary program or an assembly
listing that could be processed by SAP (IBM assembler).
The compiler was completed in the mid of 1956, but when they integrated the sections, it
didn’t work. Half a year spent debugging would follow [Bac78b, p.172]:
From the late spring of 1956 to early 1957 the pace of debugging was intense; often
we would rent rooms in the Langdon Hotel (which disappeared long ago) on the
56th Street, sleep there a little during the day and then stay up all night to get as
much use of the computer (in the headquarters annex on 57th Street) as possible.
The final system was completed and delivered in early 1957. The compiler contained about
30,000 instructions, and could generate very efficient machine code that even baffled its creators [Bac78b, p.172]. However, efficient machine code was paid for by long compile times.

5.6

FORTRAN I

The language translated by this compiler changed over the implementation period, and was
eventually written down in the programmer’s reference manual FORTRAN Automatic Coding
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System for the IBM 704 [B+ 56], and later in Programmer’s Primer for FORTRAN automatic
coding system for the IBM 704 Data Processing system [Mit57], and is now known as FORTRAN I.
The relabeling statement was dropped entirely because it was too difficult to implement. Relative constant sentences were dropped as well. The DO statement was simplified such that
it only repeated the statements directly after it, because the more general DO defined earlier
would be to difficult to specify and implement. The comparisons in the IF statement were
dropped, because of the lack of the “>” symbol on the key punches. Instead it transferred
control to specified statements depending on the sign of the guard (which could either be
negative, 0 or positive). Expressions that involved both floating point and integer values were
further constrained to prevent implicit type conversion. Finally, some constructs were added:
function definitions, formatted I/O statements, computed GO TO statements, CONTINUE statements, and variables with up to 6 characters.
FORTRAN I had most of the basic ingredients of a modern imperative programming language.
It had variables, expressions, assignment, control structures to operate on (arrays of) integers
and floating point numbers, and user defined functions. What it lacked was a block structure:
all variables were global and no dynamic storage was available (such as a stack), so recursion
was impossible. Backus would later say about the language design process [Bac78b, p.169170]:
In our naive unawareness of language design problems – of course we knew nothing
of many issues which were later thought to be important, e.g. block structure,
conditional expressions, type declarations – it seemed to us that once one had
the notions of the assignment statement, the subscripted variable, and the DO
statement in hand (and these were among our earliest ideas), then the remaining
problems of language design were trivial: either their solution was thrust upon
one by the need to provide some machine facility such as reading input, or by
some programming task which could not be done with existing structures (e.g.
skipping to the end of a DO loop without skipping the indexing instructions there:
this gave rise to the CONTINUE statement).

5.7

Programming in FORTRAN

Programmers would write down their FORTRAN programs on FORTRAN coding forms.
These forms were then typed out into a series of punch cards, usually by people completely
unrelated to the programmer. This had some problems, because the people punching the
cards could misread what the programmer had written down. This happened most often with
spaces that were miscounted [Bac78b, p.170]. This was the reason the FORTRAN designers
decided to avoid spaces altogether (even within identifiers!), a feature which was criticized
later. However, this had the additional advantage that programmers could practically layout
their program as they saw fit. The only constraints on layout were: all lines had 80 columns
(imposed by the standard punch card format used on IBM machines), columns 1 to 5 indicated
the statement number, column 6 indicated whether the current line was a continuation of the
previous line, columns 7 to 72 contained the program, and columns 73-80 were ignored (they
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Figure 4: Example FORTRAN I program [Mit57, p.25], printed on a FORTRAN coding form
could be used to order punch cards for example). An example of a FORTRAN program is
shown in figure 4.
After having completed the system, it was distributed to all IBM 704 sites. Programming
errors remained in the system, so the next months the team went through all the problems
reported by the various IBM 704 sites, solved the issues, and made updates available. The
system was quite successful [Bac78b, p.177]:
A report on FORTRAN usage in November 1958 says that “a survey in April 1958
of twenty-six 704 installations indicates that over half of them use FORTRAN [I]
for more than half of their problems. Many use it for 80% or more of their work.”
By the fall of 1958 there were some 60 installations with about 66 704s, and “...
more than half the machine instructions for these machines are being produced by
FORTRAN. SHARE recently designated FORTRAN as the second official medium
for transmittal of programs [SAP was the first] ...”
Finally they had convinced the programmers that automatic coding systems were up to the
task of increased programmer efficiency, while not sacrificing machine code efficiency. It
enabled programmers to reduce the number of instructions written by a factor of 4 to 20,
while the machine code generated by the optimizing compiler was comparable in speed to
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a hand coded solution [B+ 56, p.188]. Furthermore, it was a lot easier to learn to program
FORTRAN than it was to learn the machine code of the IBM 704. This enabled engineers
and scientists to write their own programs.

5.8

FORTRAN II and further

After FORTRAN was deployed widely, a lot of oversights were noticed, which were eventually
implemented in FORTRAN II. The biggest improvement was the addition of a subroutines
mechanism, which was invented by Maurice Wilkes in England. On the implementation side,
the compiler did better error reporting and supported separate compilation of subroutines.
The system was released in the spring of 1958 [Bac78b, p.177].
FORTRAN III was developed within a year of FORTRAN II and added Boolean expressions
and a string data type to the language. It also made it possible to mix ordinary FORTRAN
statements with symbolic IBM 704 instructions, in which operands were replaced by FORTRAN variables. The system was released in the winter of 1958-1959 [Bac78b, p.177].
Over the course of the development of FORTRAN II and FORTRAN III, the FORTRAN
project was transferred to another department within IBM. This meant the influence of Backus
and his group on the project faded, and that they could occupy themselves with other topics,
which will be discussed in the next sections.
It is very hard to determine what the role of Backus was in the FORTRAN project, because
he hardly ever credits himself for any the parts of the language or compiler design (except for
his work on compiling expressions and the idea to split up section 2 of the compiler [Bac78b,
171-172]). Later he would say this about his participation in the FORTRAN project [SL95,
p.14]:
It seems very unfair to me that I get so much credit for these guys [Robert Nelson,
Harlan Herrick, Lois Haibt, Roy Nutt, Irving Ziller, Sheldon Best, David Sayre,
Richard Goldberg, Peter Sheridan] who invented a tremendous amount of stuff.
It didn’t take much to manage the team. Everybody was having such a good
time that my main function was to break up chess games that began at lunch and
would go on to 2 p.m.
Figure 5 shows most of the original FORTRAN developers at the Pioneer Day Banquet at
the National Computer Conference in Houston in 1982.

5.9

Influence

The language was a major step in programming: it demonstrated that a high level programming language could be implemented to generate efficient machine code. The first FORTRAN
release was one of the main factors that spurred programming language development in the
late 1950s. It laid the groundwork for the development of other high level programming languages, most important of which are ALGOL and LISP, that would greatly influence their
successors on their turn.
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Figure 5: The former programming research group at the Pioneer Day Banquet, National
Computer Conference, Houston, Texas, June 9, 1982. From left to right: Richard Goldberg,
Robert Nelson, Lois Haibt, Roy Nutt, Irving Ziller, Sheldon Best, Harlan Herrick, John
Backus, Peter Sheridan [McJa].
FORTRAN itself was developed further as well, both by IBM and by other companies. This
let to an effort to standardize the language by the predecessor of ANSI, of which the first
standard was published in 1966, known as FORTRAN 66. As of the time of writing, the most
recent standard is the ISO standard Fortran 2003, and a new standard is being worked out,
and will be released in 2008. Over the years, FORTRAN would incorporate many features
of other languages, such as recursion, and object oriented programming support. Today, the
language is mostly used in super computing applications.
Later, in the light of more recent programming languages, there was a lot of critique on the
continued use of FORTRAN to write programs, even from Backus himself:
• Dijkstra [Dij75, p.0]: “FORTRAN – “the infantile disorder” –, by now nearly 20 years
old, is hopelessly inadequate for whatever computer application you have in mind today:
it is now too clumsy, too risky, and too expensive to use.”
• Perlis [Per82, p.9]: “42. You can measure a programmer’s perspective by noting his
attitude on the continuing vitality of FORTRAN.”
• Backus [SL95]: “We didn’t know what we wanted and how to do it. It just sort of
grew. The first struggle was over what the language would look like. Then how to parse
expressions - it was a big problem and what we did looks astonishingly clumsy now....”
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Working on the LARC and STRETCH

During his work on FORTRAN, Backus also helped in the design of the successors of the
IBM 704, just as he had done for the 704. Although the IBM 704 was a fast machine, new
transistor technology enabled IBM to build machines that were on order of magnitude faster
than the old vacuum tube based 704.
When in 1955 the University of California Radiation laboratory in Livermore wanted a new
machine, the so called Livermore Automatic Research Computer (LARC). Both IBM and
UNIVAC were in the race to win this contract. IBM lost the bid to UNIVAC, because of a
strategic decision by IBM not to waste its efforts on this one of its kind machine that would
soon be superseded by newer technology. However, they picked up the design again when Los
Alamos needed a new computer, and called it the Stretch computer.
John Backus didn’t contribute to the design of the hardware directly, but advised on its design
from his software perspective. To make the design fast, he invented a look-ahead mechanism.
He also argued for a different organization of the registers and instruction set architecture
that was more suitable for compilers than for assembly programmers. He foresaw a machine
with only small and fast operations that could be performed on a large set of registers, which
in turn could be loaded and stored into main memory. Essentially, he was opting for what
would later be called a load/store RISC machine. However, he was regarded as an outsider
to the hardware design team of Amdahl, and consequently had a hard time convincing them
of his ideas. Eventually only the large number of registers was incorporated into the design
[Sap, p.48-54].

6
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After the introduction of FORTRAN as one of the first high level programming languages,
more and more organizations started to make their own programming languages, usually
targeted at a specific machine. These languages did not differ much from each other. It was
because of this that most people felt it should be possible to develop a machine independent
high level programming language.

6.1

The international algebraic language (IAL)

In Europe the GAMM (Gesellschaft für angewandte Mathematik und Mechanik) group had
been working on defining a programming language since 1955, mainly useful to numerical
analysts [PN81, p.141]. In America a petition was handed to the ACM on the 10th of May
1957, which recommended appointing a committee to study, and recommend action for, the
creation of a single (national) programming language [Per78, p.4]. The appointed committee
consisted of people from computer industry, universities, users, and government. Backus
joined this committee as a representative for IBM, because of his experience in the creation
of the high level programming language FORTRAN.
A letter from GAMM to the ACM from October 1957 suggested that by working together
the two groups could benefit from each other and better serve the computing community. A
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meeting was held at Zürich from May 27 to June 1, 1958. This meeting was based on the two
proposals developed independently by each group. During this meeting it was decided that
[dB06, p.5]:
• The new language should be as close as possible to standard mathematical notation and
be readable with little further explanation.
• It should be possible to use it for the description of computing processes in publications.
• The new language should be mechanically translatable into machine programs.
Also the IAL was to become machine independent, much in contrast to many of the other
languages of its time. After these decisions were made, there still were some unsettled issues
with respect to the IAL being used both as a language to describe algorithm for computers
and as a language to describe programs in printing. One of these issues was that of the symbol
to be used for the decimal point. The Americans wanted to use a period, while the Europeans
wanted to use a comma. In the end it was decided that there would be three different levels
of the language: reference, hardware, and publication. After these issues were settled the
meeting was ended with the publication of the Preliminary report: International Algebraic
Language [PS58].

6.2

The proposed language

The proposed language consisted of three different levels. As described in [PS58], the reference language is the working language defined by the committee. The other two levels
(the hardware level and the publication level) can use different symbol sets, but if unclear a
description is required of how to transliterate between the different levels. For example, the
symbol ↑, may not be present on a targeted computer in the hardware level of the language.
As long as there is a clear description of what symbol is used instead, the produced programs
will be correct IAL programs.
One of the biggest differences with existing languages at the time was the new block structure
that was introduced. With this block structure, statements could be grouped together and as
a result of that new procedures could be defined. Also, it became possible to use recursion.
Blocks were of the form begin Σ1 ; . . . ; Σn end, where the Σi ’s are statements.
While FORTRAN used the symbol = for both assignment and comparison, the IAL used two
different symbols for this to avoid confusion. It used the := symbol for assignment and the
= symbol for comparison.
Also new were type declarations, instead of the variable naming scheme used in FORTRAN
to implicitly declare a variable’s type. Identifiers could be arbitrary long containing any
combination of upper or lower case letters and numbers, with the only restriction that the
first symbol must be a letter. By default all variables were of type real, and if another type
was required it needed to be declared. The report mentions the types integer and boolean
as examples of other types. Type declarations were of the form type (I1 , I2 , . . . , In ), where
type is the name of a type, and Ij are the identifiers to be declared of that specific type. An
example:
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integer (i, j) ; array real
This declares the variables i and j to be of type integer.
The switch statement is also something new. It basically is an array consisting of labels. This
array can then be used in a go to statement. The switch statement was of the form switch I
:= (D1 , D2 , . . . , Dn ), where I is an identifier and Di are labels. An example:
switch labels := (L1 , L2 ) ; go to labels[1]
This piece of code will jump to label L1 .
The if either statement was a way to cleanly code if statements with multiple conditions.
This statement was of the form if either B1 ; Σ1 ; or if B2 ; Σ2 ; . . . or if Bk ; Σk ; end, where Σi
is any statement, except the if, for, or or if statement, and Bi is any boolean expression. An
example:
if either (a > 0); a := a − y; or if (a < 0); a := a + y; or if (a = 0); x := 1 end

6.3

The need for BNF

The method used to describe the syntax of the IAL in [PS58] had not changed in the two
years since [B+ 56]. For example, in the older document the syntax of numbers is described
as [B+ 56, p.9]:
Fixed point constants
General form: Any number of decimal digits, with a decimal point at the beginning, at the end, or between two digits. A preceding + or - sign is optional. A
decimal exponent preceded by an E may follow.
And in the newer document as [PS58, p.11]:
(positive) Numbers N
Form: N ∼ G.G10 ±G where each G is a positive integer. G.G is a decimal number
of conventional form. The scalar factor 10 ± G is the power of ten given by ±G.
The following constituents of a number may be omitted in any occurrence: The
fractional part .00 . . . 0 of integer decimal numbers; the integer 1 in front of a scale
factor; the + sign in the scale factor; the scale factor 10 ± 0.
Examples: 4711 137.06 2.999710 10 10 − 12 310 − 12
As can be seen above, the descriptions of these language constructs are not always completely
clear, and at times ambiguous. Backus was not pleased with this way of describing the syntax
of the IAL [SL95, p.16]:
They would just describe stuff in English. Here’s this statement – and here’s
an example. You were hassled in these ALGOL committees [with unproductive
debates over terminology] enough to realize that something needed to be done.
You needed to learn how to be precise.
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Backus started working on a new formalism to describe the syntax of programming languages.
Inspired by the work of the logician Emil Post, or so he believed, Backus wrote down the
entire syntax of IAL in what was later to become known as BNF (Backus Naur Form). In this
formalism languages are described by using rules of the shape hmetalinguistic variablei
:≡ pattern. A pattern consisted of metalinguistic variables and symbols of the language
being described. A metalinguistic variable could be described by different patterns, the choice
between these patterns was described by connecting them with the or symbol.
In an article from 1967, Backus stated the following about the need and origin of BNF [Bac80,
p.132]:
After involvement with two language design efforts FORTRAN and IAL it became
clear, as I was trying to describe IAL in 1959, that difficulties were occurring due
to the absence of precise language definitions. In a recent course on computability
given by Martin Davis, I had been exposed to the work of the logician Emil Post
and his notion of a “production”. As soon as the need for precise description
was noted, it became obvious that Post’s productions were well suited for that
purpose. I hastily adapted them for use in describing the syntax of IAL.
Almost 20 years later, he is not so sure anymore his ideas indeed came from a course by
Martin Davis on the work of Emil Post. Davis says he didn’t teach that course until much
later [SL95, p.17]:
There’s a strange confusion here. I swore that the idea for studying syntax came
from Emil Post because I had taken a course with Martin Davis at the Lamb
Estate [an IBM think tank on the Hudson].... So I thought if you want to describe
something, just do what Post did. Martin Davis tells me he did not teach the
course until long afterward [1960-61 according to Davis’s records]. So I don’t
know how to account for it. I didn’t know anything about Chomsky. I was a very
ignorant person.
In any case, Backus presented his work, The syntax and semantics of the proposed international algebraic language of the Zurich ACM-GAMM Conference [Bac59] at the UNESCO
International Conference on Information Processing, in Paris from 15 till 20 June 1959. The
following excerpt is a formal description of the syntax of numbers in the IAL. Compared to
the two previous examples from the FORTRAN manual and the earlier report on the IAL,
this description is clear and precise (though the rule for dn is in error) [Bac59, p.129]:
hdigiti :≡ 0 or 1 or 2 or 3 or 4 or 5 or 6 or 7 or 8 or 9
hintegeri :≡ hdigiti or hintegeri hdigiti
hdni :≡ hintegeri or hintegeri or hintegeri or hdni or hintegeri
hsii :≡ +hintegeri or -hintegeri or hintegeri
heni :≡ hdni10 hsii or 10 hsii
hnumberi :≡ hintegeri or hdni or heni

[sic]
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While this method of describing syntax was truly revolutionary for its time, it didn’t get
much attention within the scientific community. Backus himself says the following on why he
thinks BNF was not a great success initially [SL95, p.17]:
Of course, I had it done too late to be included in the proceedings. So I handcarried this pile to the meeting. So it didn’t get very good distribution. But Peter
Naur read it and that made all the difference.
Peter Naur was also involved in the ALGOL effort, to which the IAL was later renamed, as
part of the European delegation. He did read Backus’s report, and made some improvements
to the formalism. Notably :≡ was replaced by ::= and or was replaced with |. Also some
of the abbreviated names for the metalinguistic variables, such as “dn”, “si”, and “en” in
the previous example, were given more meaningful names. This improved version of BNF
was then used in the final ALGOL 60 report [NBB+ 60]. Figure 6 shows some of the ALGOL
committee members from the 1960 meeting. After the publication of this report, BNF became
more widely known. Due to his effort in popularising BNF, the acronym which was first
thought to mean Backus Normal Form, now became known as Backus Naur Form [Knu64].

Figure 6: A picture from the 1974 ACM History of Programming Languages, showing some
of the ALGOL committee members. Top row: John McCarthy, Fritz Bauer, Joe Wegstein.
Bottom row: John Backus, Peter Naur, Alan Perlis. [McJb]

6.4

Influence

Backus continued his work in the ALGOL committee after ALGOL 60. He is mentioned
as one of the authers of the revised report on ALGOL from 1963 [NBB+ 63]. Besides BNF,
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it is not clear what the contributions of Backus in the development of ALGOL were. BNF
remains one of the most important contributions of the ALGOL effort to computer science.
The syntax of nearly every programming language today is described by this formalism.

7

The four color theorem (1961 - 1971)

In recognition of his groundbreaking work, Backus was
given a great deal of freedom within IBM to pursue his
own research. This state of affairs would be formalised
in 1963, when Backus was appointed to become one of
the first “IBM Fellows” [TT07].
During the 1960s, Backus became obsessed about proving the four color conjecture, which states that a plane
separated into regions can always be colored with only
four colors without assigning any adjacent regions the
same color. He worked on it for over a decade, to no
avail [Boo06, p.22]:
I had some idea that I was going to generalize it and thereby make it easier to solve, or
something like that. [...] I messed with that
for ages and ages and ages and never got–
I had all these nutty little theorems that I
proved, but never really did it.
While his work on the four color theorem never got
published, it did end up in personal notes and internal
IBM reports. Backus would later donate these (and the
rest of his computer science papers) to the Library of
Congress, in 2003 [Kel04]. He describes the topic of his
work as “coloring families of sets” but calls the many
pages of resulting definitions and theorems “of dubious
utility” [Bac03, p.1].

Political views
Backus was a pacifist at heart. During the early 1970s he was a member of
Computer Professionals Against the ABM
(anti-ballistic missile system), founded by
Daniel McCracken [Kel04]. When president Nixon was planning to instate “Presidential Prizes for Innovation”, which
Backus would be one of the first winners of,
Backus secretly planned to use the award
ceremony speech to denounce Nixon and
the Vietnam war. He corresponded with
McCracken in 1972 on how to best go
about this [Bac03, p.10]. He never got the
chance though, as the prize was dropped,
but the whole affair would spawn an article in Science called The presidential prize
caper [Sha74].
After the ABM treaty was signed in 1972,
where the United States and Soviet Union
agreed not to develop nation wide ABM
defenses, Backus continued to rally against
similar projects. The Strategic Defense
Initiative (SDI), commonly called “Star
Wars” was proposed in the early 1980s,
and Backus was part of a group of computer scientists opposing it. They argued
“the impossibility of creating the reliable
software required” [Bac03, p.2].

There were other activities that took place in Backus’s professional and personal life during
the 1960s, though. In 1963 Backus got invited to be a visiting professor at Berkeley, so he
moved from New York to California [Boo06, p.26]:
I went out and I spent a year at Berkeley. [...] Never gave a lecture, just sat
around in the engineering building. At the end of the year they were so pleased
with my performance they invited me to be a visiting professor for another year.
Again, never gave a lecture, and so that’s how I kind of got moved out to the
West Coast.
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As Backus also still worked for IBM, he moved to their San José research laboratory [TT07].
In 1967, Backus wrote an article for the New York Times that “editors saw fit to head [with
the] ridiculous headline” [Bac03, p.11] 3...2...1...You Are a Computer, You Can Learn How
to Program Yourself as Easy as A B D...or Something [Bac67]. The article tries to explain
the relatively new programming profession to a non-technical audience.
In 1967 and 1968, Backus gave two interviews with Larry Saphire, concerning Speedcoding,
FORTRAN, and the machines he had worked on [Sap]. The interview became a part of IBM’s
Oral History of Computer Technology, but never got externally published.
In 1968 he married Barbara Una Stannard, a poet and writer, having divorced his first wife
Marjorie Jamison two years earlier [TT07].
Towards the 1970s Backus’s work became more closely related to programming research again,
as he was “trying to think of some sort of really higher level programming that wasn’t as
difficult as Fortran” [Boo06, p.28].

8

Closed applicative languages (1971 - 1976)

In the early 1970s, Backus did more work on the formal specification of programming languages. This time he focused on semantics, rather than syntax.
Backus explored a sequence of ever more specific programming language classes and their semantics, calling his most specific class closed applicative languages [Bac73]. Closed applicative
languages, or CALs, possess the following properties [Bac73, p.71-72]:
(1) Idempotency of meaning:
The “meaning” of any expression is a constant expression. Constant expressions are
their own meaning (i.e. denote themselves).
(2) The “anti-quote” property:
Expressions without applications as subexpressions always denote themselves (i.e. they
are constant). Most languages have the “quote” property: expressions never denote
themselves, but quoted expressions denote their unquoted counterparts (e.g. "e" denotes e).
(3) Non-extensionality:
What Backus calls extensionality implies that if g and h denote the same function, then
f (g) and f (h) denote the same thing.1 In a CAL that need not be the case, because f
is applied to the expression g (or h) itself and not to its denoted function.
(4) Single-type functions:
All functions represented by CAL expressions have the same type: they map constant
expressions into expressions.
1

The usual, mathematical definition of extensionality would instead imply that g and h denote the same
function if g(x) = h(x) for all x. Backus always stated that he wasn’t much of a scholar, and likely mixed up
the terms here.

22

8

CLOSED APPLICATIVE LANGUAGES (1971 - 1976)

(5) The extended Church-Rosser property:
(a) Every terminating reduction sequence on an expression yields the same meaning
for it (the Church-Rosser property), and
(b) if an expression has a meaning, every reduction sequence on it terminates.
(6) The reduction property:
(a) If an expression e has a meaning, then so do e’s subexpressions, and
(b) if any subexpression of e is replaced by its meaning, the meaning of e is unchanged.
No language of the time combined all of these properties. The lambda calculus, for example,
does not have properties (2), (3), and (4).
Backus describes two examples of languages that do possess all these properties [Bac73, p.72]:
• Red languages.
Red languages are closed applicative languages with functional composition. They have
no variables or labels, no GO TO statements, and no lambda expressions.
Not having variables may seem unnatural and undesirable when one is used to conventional programming languages [Bac72, p.11]:
There may be, in fact, situations in which variables are virtually necessary
for the clear and concise expression of a process. But there are negative
and cloudy aspects to the design of languages with variables which are not
emphasized, since it has been felt that there is no alternative.
Backus argues that the semantics of a functional language with variables that can be
freely referenced and assigned to are elaborate and difficult to understand fully, citing
the long undetected scoping bug in the LISP interpreter. With the framework of Red
languages he wishes to explore the advantages of variable-free programming [Bac72,
p.13]:
Of course, variable-free programming presents an initial difficulty due to its
novelty. But I believe that further experience may well devise programming
techniques for variable-free Red-like languages which are simpler and more
elegant than those which are now used in present languages with variables.
• λ-Red languages.
λ-Red languages more closely resemble the λ-calculus. They have λ-expressions, but no
α-conversion (i.e. (λx.x) cannot be converted to (λy.y)). There is no need to change
bound variables when evaluating expressions, and every innermost application can be
immediately evaluated.
Backus concludes his 1973 paper on the subject by stating that it is “essentially an outline
for a number of study projects” [Bac73, p.82]. The study project he seems to have taken
up himself is the further development of a Red language, its semantics, and the variable-free
program development style afforded by it. This culminated in the language he named FP
(see subsection 9.2).
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Turing Award lecture (1977-1978)

Through his work on FORTRAN, ALGOL, and, to a lesser extent, Speedcoding, Backus was
a significant contributor to what we now call imperative programming languages. But when
he received the ACM Turing Award for this work in 1977, he made a strong case against such
“von Neumann languages” in his award lecture entitled Obstacles to high level programming:
variables, control statements and the von Neumann bottleneck [Bac03, p.4]. Backus later
refined his lecture, and this refinement was published in 1978 as Can programming be liberated
from the von Neumann Style? [Bac78a].

9.1

The case against “von Neumann languages”

Backus argued that conventional programming languages have an inherent expressive weakness, causing new languages to merely stack extra features on top of those of the past generation of languages, gaining greatly in complexity but little in fundamental power [Bac78a,
p.614]. The weakness, according to Backus, is that all programs boil down eventually to a
collection of assignment statements, changing a complex, invisible program state “one word
at a time” to perform the greater computation [Bac78a, p.616].
By the time of his Turing award lecture, ALGOL had become a de facto standard way to
express pseudocode in articles. Backus uses it himself to give the following example of a von
Neumann program for the inner product of two vectors a and b:
c := 0
for i := 1 step 1 until n do
c := c + a[i]×b[i]
He uses this example to illustrate his concept of “housekeeping operations”, which here include
both the for statement over i, as well as any indexing done (with i). Such operations are
always scattered through a program in conventional languages, making them impossible to
consolidate into reusable operators that only need to be written and understood once [Bac78a,
p.616].
But Backus’s biggest gripe about conventional languages is the way they make reasoning
about programs difficult. The assignment statement, which is so ubiquitous in such programs,
divides programming into two worlds: that of expressions, on the right side of the assignment
statement, and that of statements, i.e. everything else [Bac78a, p.616]. Expressions describe
computations in a clear way and have useful algebraic properties. The statement world, on
the other hand, has almost no properties that are helpful for reasoning about programs, and
quite a few that are hindrances (for example side effects and aliasing) [Bac78a, p.618].
Backus speaks quite highly of denotational semantics when applied to applicative languages,
but when applied to a von Neumann language he feels “the complexity of the language is
mirrored in the complexity of the [resulting] description”. Similarly, axiomatic semantics
“precisely restates the inelegant properties of von Neumann programs (i.e. transformations
on states) as transformations on predicates.” With both methodologies, proofs talk about
programs using the language of logic, rather than involve them directly in their own language
[Bac78a, p.618].

24

9

TURING AWARD LECTURE (1977-1978)

Backus concludes that “If the average programmer is to prove his programs correct, he will
need much simpler techniques than those the professionals have so far put forward” [Bac78a,
p.624].

9.2

The case for functional languages

Backus contrasts von Neumann languages against purely applicative, functional programming
languages. Their programs have no state transitions, are hierarchical, and operate on whole
conceptual units rather than memory words. These and other properties make such programs
much more applicable to mathematical, algebraic reasoning.
Backus illustrates his case for such languages by presenting his own functional language called
FP, in which the inner product example of above is rendered as [Bac78a, p.616]:
Def Innerproduct ≡ (Insert +) ◦ (ApplyToAll ×) ◦ Transpose
or in its abbreviated form:
Def IP ≡ (/+) ◦ (α×) ◦ Trans
Composition (◦), Insert (/), and ApplyToAll (α) are all called functional forms and combine
existing functions to form new ones. We would call these higher-order functions now, and
since Backus’s strong plea for them, they’ve become strongly entrenched in modern functional
languages such as Haskell. Insert is usually known as a fold or reduce, and ApplyToAll as
map(ping). Mapping applies a single function to multiple arguments, and has a converse in
FP (that’s not often seen in modern functional languages) called construction that applies
multiple functions to a single (set of) argument(s). “[+,×]”, for example, denotes the function
that returns both the sum and the product of its arguments.
In Haskell, the above inner product program could be rendered as:2
ip = foldl (+) 0 .@. zipWith (*)
As in the FP definition, the arguments aren’t named, and the new function is defined entirely
by combining existing functions using functional forms. In FP this is the only way to form
new functions, because FP is variable-free and lacks lambda expressions altogether. Most
modern functional languages support programming both with and without variables, and a
more common definition of ip in Haskell would be:
ip l1 l2 = foldl (+) 0 (zipWith (*) l1 l2)
Not having variables and using combining forms to make “bigger” functions out of “smaller”
ones was inspired by Kenneth Iverson’s APL [Bac78a, p.618] and makes most programs remarkably short. Another indication of APL’s influence is FP’s abbreviated form with its
special alphabet of one-letter operators [Hud89, p.372], making programs shorter still.
2

Assuming that .@. denotes a composition operator on binary functions, which can be defined as:
(f .@. g) x y = f (g x y)
FP doesn’t need such an operator because functions take all their arguments in a tuple, which can be operated
on by functions such as Transpose. In Haskell multiple arguments are passed by use of currying, where a binary
function is really a unary function returning another unary function which performs the actual computation.
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Apart from being very short, the FP definition of IP also employs generally useful (and
reusable) housekeeping forms and functions, has no hidden state, and can be understood
entirely from the smaller functions it’s built from and the combining forms used [Bac78a,
p.617]. This makes it amenable to the form of reasoning laid out in the rest of his lecture,
with simple algebraic laws such as [Bac78a, p.625]:
I.1 [f1 , . . . , fn ] ◦ g ≡ [f1 ◦ g, . . . , fn ◦ g]
I.2 αf ◦ [g1 , . . . , gn ] ≡ [f ◦ g1 , . . . , f ◦ gn ]
Backus illustrates his method of reasoning about FP programs by presenting various proofs,
including one to show the equivalence of two different matrix multiplication programs [Bac78a,
p.626-627].

9.3

Others about the lecture

Backus’s Turing Award lecture quickly became one of the most often cited papers making a
case for the functional style of programming, as well as a case against imperative programming
[Hud89, p.373].
Not everyone was so positive about his lecture though. Edsger Dijkstra attacks Backus’s
arguments quite forcefully in one of his “EWDs” [Dij78]. This is not too surprising, as Dijkstra
was one of the main proponents of the axiomatic method of reasoning about programs that
Backus calls “so unusable” [Bac78a, p.618].
Dijkstra feels that the lecture’s main purpose should have been presenting Backus’s work on
FP, and a quarter of its pages shouldn’t have been spent on justifying it by exposing alleged
defects of conventional languages [Dij78, p.0]. Backus also bemoans the inefficiency caused by
the “von Neumann bottleneck”, but only sketches an alternative, hardly discussing matters
of implementation [Dij78, p.0].
Most importantly, though, Backus states that proofs should involve programs directly, in their
own language, rather than using the language of logic to reason about programs. Dijkstra is
not convinced [Dij78, p.1]:
But whereas machines must be able to execute programs (without understanding
them), people must be able to understand them (without executing them). These
two activities are so utterly disconnected –the one can take place without the
other– that I fail to see the claimed advantage of being so “monolingual”. (It
may appear perhaps as an advantage to someone who has not grasped yet the
postulational method for defining programming language semantics and still tries
to understand programs in terms of an underlying computational model. Backus’s
section “Classification of Models” could be a further indication that he still belongs
to that category. If that indication is correct, his objection is less against von
Neumann programs than against his own clumsy way of trying to understand
them.
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This EWD led to a private correspondence between Backus and Dijkstra, about which Backus
would later say (referring to Dijkstra) “This guy’s arrogance takes your breath away” [Bac03,
p.10].

10

From FP to FL (1978 - 1990)

10.1

The case against functional languages

In the early 1980s, Backus continued his work on FP, and expanded the body of algebraic
laws and proofs for his language.
He also refined his views on functional programming. His Turing Award lecture is often cited
as a strong case for functional programming, but in it Backus also indicates that programming
with lambda expressions has problems [Bac78a, p.619-620]:
If one constantly invents new combining forms to suit the occasion, as one can
in the lambda calculus, one will not become familiar with the style or useful
properties of the few combining forms that are adequate for all purposes. Just
as structured programming eschews many control statements to obtain programs
with simpler structure, better properties, and uniform methods for understanding their behavior, so functional programming eschews the lambda expression,
substitution, and multiple function types.
He therefore stops referring to FP as functional programming, and starts calling it function
level programming. When presenting FP in later papers he then not only makes a case against
von Neumann programs, but also against functional programs [Bac85, p.62-64].
Functional programs are built with lambda expressions, which combine a variable with an
expression (not a program with a program), and specify how to map objects into other
objects. According to Backus, to have general theorems about programs one needs programs
that are built by applying operations with attractive algebraic properties to existing programs.
For him this explains why reasoning on functional, object-level programs has produced few
general, reusable results by that time, just like reasoning on von Neumann programs [Bac85,
p.63].

10.2

Optimization

With FORTRAN, Backus felt the implementation had to make programs written in FORTRAN nearly as efficient as those written in machine code for it to become accepted. Similarly,
with FP, Backus felt the implementation had to make FP programs nearly as efficient as those
written in FORTRAN or other von Neumann languages, and lists as one of its goals [Bac85,
p.65]:
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The ability to use powerful algebraic laws and theorems to convert simple but
inefficient programs into complex, efficient ones. This can lessen the need to write
efficient programs. [Our concern with efficiency is a major cause of inefficiency in
programming.]
Whereas Backus hinted on this goal before, this time he presents an actual optimization
scheme for FP programs [Bac85, p.80-88]. He expands FP with a “for construct”, reminiscent
of FORTRAN’s DO statement, and modern-day Haskell’s list comprehension:
[E(i) i=f, g]
Here i is a bound variable naming an integer, E(i) an expression involving i, and f and g are
integer valued functions. When the for construct is applied to an argument x, f and g are
applied to x to get a lower bound and upper bound (respectively) for i. The result is then a
tuple of the values gotten by evaluating E(i) for all the i between the lower and upper bound.
Backus then shows how such a construct can be translated into a FORTRAN-like program
(which he presents in ALGOL notation), and gives some algebraic rules on FP programs to
automatically introduce for constructs into FP programs without changing their meaning.
He then shows how these rules can be applied to his often used FP examples for inner product
and matrix multiplication to produce code equivalent to handcrafted imperative code for these
same problems [Bac85, p.85-87].

10.3

FL

In the late 1980s, Backus worked together with John Williams and Edward Wimmers at IBM
Almaden Research Center to develop FP into an actual, usable programming system. The
language underwent considerable changes, and would become known as FL. A preliminary
definition of FL was finished in 1986, and the final language manual was completed in 1989
[AWW94, p.1].
FL retains FP’s variable-free programming style based on combining functions with higherorder functions, but it does also allow lambda expressions to simplify the definition of new
combining forms [BWW90, p.220]. It also introduces features needed for practical programming that FP glanced over, such as better error handling, and input and output.
In FP, any error produces the value ⊥ (bottom). So if the result of a computation is ⊥,
you know something went wrong, but have no idea what, or in which subcomputation. FL
instead has full-blown exceptions [BWW90, p.220], which are values containing information
about the name of the function, the argument, and any special circumstances at the time of
the error. There is also a new combining form (catch) that allows the program to handle
exceptions and either recover from the error or present them to the user. catch:hf, gi denotes
a function that applies the function f to its argument and returns that result if it wasn’t an
exception, or otherwise applies g to the argument and the exception. So for example, one
could define a function safediv as follows:
def safediv ≡ catch:h/, ~0i

28

10

FROM FP TO FL (1978 - 1990)

It will act as the division function, except it will return 0 when the divisor is 0, rather than
produce an error.
Another addition of FL that’s probably more important is it’s input and output system.
Adding a notion of time to a purely functional programming language is a problem Backus
struggled with for years and never felt he adequately solved [Boo06, p.32].
The semantics of the input and output mechanism that eventually got added to FL can be
thought of as follows. Each function f doesn’t map some value val into another value val’,
but rather maps a tuple hval, historyi into a tuple hval’, history’i. The history contains
the state of the input and output devices and the file system. Most functions are independent
of the history, and neither inspect it nor change it. The built-in I/O primitives such as in
and out do change it, of course, as do any functions built with them [AWW94, p.8].
If the history argument was explicit, the user could make multiple copies of it and apply
different operations to the various copies. This doesn’t fit with the way the file system and
I/O devices work on actual computers. To prevent such “invalid” manipulations of the history,
the history argument is made implicit, and cannot actually be accessed or altered by the user
except with built-in primitives like in and out. As an example of using I/O, the following
program prompts the user for two numbers and prints their sum [AWW94, p.9]:
def adder ≡ answer ◦ + ◦ getnums
where {
def answer ≡ out_screen ◦ (~"sum = " cat’ int2string)
def getnums ≡ [prompt ◦ "Enter a", prompt ◦ ~"Enter b"]
def prompt ≡ in ◦ ~"keyboard" ◦ out_screen
def out_screen ≡ out ◦ [~"screen", id]
}
This example also shows FL’s block structure, likely inspired by ALGOL. FL also supports
pattern matching [AWW94, p.10] and user defined data types (records) [AWW94, p.12]. All
in all, FL is quite similar to other modern purely functional programming languages such
as Haskell, or its predecessor Miranda (which was developed around the same time as FL).
The major deviation is FL’s preference for a variable-free programming style without lambda
expressions. Another difference is that FL is dynamically typed [AWW94, p.28]:
First, because no static type system can be both sound and complete (i.e., no type
system can recognize exactly the set of programs that make run-time errors) some
programs must be rejected that are otherwise meaningful. Second, the language
description becomes more complex, and programmers must understand polymorphic type checking to write working programs. The former point is the source of
an endless debate between adherents of dynamic and static typing about whether
any of the programs rejected by static type systems are really useful. The latter point is indisputable, but experienced programmers have little if any trouble
dealing with static typing. Within the functional programming community, an
overwhelming majority supports static typing.
FL has taken a different direction, exploring to what extent an implementation of
a simple dynamically typed language can achieve the security and efficiency of a
statically typed language.
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Implementing an optimizing compiler for FL to achieve these security and efficiency goals
has been the prime concern since the final definition for the language was finished in 1989.
Backus supervised and supported the language definition project to completion, and the
compiler implementation until his retirement [AWW94, p.38].

11

Later years (1991 - 2007)

In 1991 Backus reached IBM’s official retirement age of 65, and felt it was time to move on
[Boo06, p.34]. He not only retired from IBM, but withdrew from science completely. In an
interview by Shasha in 1995, Backus says he practices meditation and reads the introspective
writings of Krishnamurti and Eva Pierrakos. He is then quoted [SL95, p.20]:
Most scientists are scientists because they are afraid of life. It’s most wonderful
to be creative in science because you can do it without clashing with people and
suffering the pain of relationships, and making your way into the world. It is a
wonderful out – it’s sort of this aseptic world where you can use the very exciting
faculties you have and not encounter any pain. The pain in solving a problem is
small potatoes compared with the pain you encounter in living.
Introspection is not a scientific activity: it’s not repeatable, there are no good
theories about how to do it, what you expect to find. It’s strange that by looking
into yourself you really get an appreciation of the mystery of the universe. You
don’t by trying to find the laws of physics.
In a later interview by Booch in 2006, he states he still likes music a lot, but also likes to read
books on history and biographies [Boo06, p.35-36]. Regarding biographies, Booch asks him
what he would like to see in a biography of himself, to which Backus replies:
Well, that I helped. That I contributed to the development of computing. And
I’m essentially nonviolent.
The only article Backus ever wrote after his retirement, which he co-authored with his wife
in 1994, was titled “Your Memories Are Not False, A Reply to the False Memory Syndrome
Foundation”. It makes a case against the False Memory Syndrome Foundation, arguing
that memories of child abuse are real in the majority of cases, rather than being inserted
by psychiatrists. This article was published in 1996 in the on-line non-scientific “MindNet
Journal”, a journal that publishes articles about mind control. In the interview by Grady
Booch it becomes clear why Backus wrote this article [Boo06]:
My mother died when I was eight and a half. And, of course, until the late ’80s,
early ’90s, I hadn’t remembered anything about her until I took some LSD and
remembered a lot of stuff that I would just as soon have forgotten, where she was
sexually abusing me.
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In 2004 his wife Barbara Stannard died, after which John moved to Ashland, Oregon, to be
near one of his daughters. Three years later, on March 17, 2007 he died at the age of 82 at
his Ashland home [Loh07]. He is survived by his daughters Karen and Paula Backus, and by
his brother Cecil Backus.

A

Awards

The following awards have been received by John W. Backus:
1967 IEEE W. Wallace McDowell Award, “For his early and continuing contribution to the
field of higher-level languages, in particular for [h]is conception and leadership resulting
in the completion of the first FORTRAN projects; and for his work in syntactical forms
incorporated in ALGOL.”
1975 The President’s National Medal of Science, “For his pioneering contributions to computer programming languages, especially development of the FORTRAN language which
made the modern digital computer directly available to countless scientists and engineers.”
1977 ACM Turing award, “For profound, influential, and lasting contributions to the design
of practical high-level programming systems, notably through his work on FORTRAN,
and for seminal publication of formal procedures for the specification of programming
languages.”
1989 Doctor honoris causa of the Université Henri Poincaré - Nancy, France.
1993 Charles Stark Draper Prize “For his development of FORTRAN, the first widely used,
general purpose, high-level computer language.”
1997 Computer History Museum Fellow Award “For his development of FORTRAN, contributions to computer systems theory and software project management.”
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